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Fast Localization in Large-Scale Environments
Using Supervised Indexing of Binary Features
Youji Feng, Lixin Fan, and Yihong Wu
Abstract— The essence of image-based localization lies in
matching 2D key points in the query image and 3D points in the
database. State-of-the-art methods mostly employ sophisticated
key point detectors and feature descriptors, e.g., Difference of
Gaussian (DoG) and Scale Invariant Feature Transform (SIFT),
to ensure robust matching. While a high registration rate is
attained, the registration speed is impeded by the expensive key
point detection and the descriptor extraction. In this paper, we
propose to use efficient key point detectors along with binary
feature descriptors, since the extraction of such binary features
is extremely fast. The naive usage of binary features, however,
does not lend itself to significant speedup of localization, since
existing indexing approaches, such as hierarchical clustering
trees and locality sensitive hashing, are not efficient enough in
indexing binary features and matching binary features turns out
to be much slower than matching SIFT features. To overcome
this, we propose a much more efficient indexing approach for
approximate nearest neighbor search of binary features. This
approach resorts to randomized trees that are constructed in a
supervised training process by exploiting the label information
derived from that multiple features correspond to a common
3D point. In the tree construction process, node tests are
selected in a way such that trees have uniform leaf sizes and
low error rates, which are two desired properties for efficient
approximate nearest neighbor search. To further improve the
search efficiency, a probabilistic priority search strategy is
adopted. Apart from the label information, this strategy also
uses non-binary pixel intensity differences available in descriptor
extraction. By using the proposed indexing approach, matching
binary features is no longer much slower but slightly faster
than matching SIFT features. Consequently, the overall localization speed is significantly improved due to the much faster
key point detection and descriptor extraction. It is empirically
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demonstrated that the localization speed is improved by an order
of magnitude as compared with state-of-the-art methods, while
comparable registration rate and localization accuracy are still
maintained.
Index Terms— Image based localization, binary feature,
approximate nearest neighbor search.

I. I NTRODUCTION
MAGE-BASED localization has been a topic of interest
due to its promising applications in location-based services, e.g. tourism guide, traffic navigation, and commercial
advertising. One way to realize image-based localization is
to leverage image retrieval [1]: images similar to a query
image are first retrieved from a geo-tagged image database,
then the camera location of the query image is inferred
from the geo information of the similar images. Another
approach, using 3D structures of scenes, has been demonstrated in [2]: 3D points of scenes are reconstructed offline;
in the online stage, correspondences between 3D points and
2D key points of a query image are first established and then
the camera pose of the query image is estimated from these
correspondences. Two example localization results obtained
by the second approach are shown in Fig. 1. Compared
to the image retrieval based approach, using 3D structures
can generate not only more accurate camera locations but
also camera orientations of query images. The recovery of
full camera pose, i.e. location and orientation, enables some
interesting applications such as augmented reality [3] and
3D interaction. Since city-scale 3D reconstruction has been
demonstrated in recent years [4], [5], it is reasonable to
expect that 3D structure based localization approaches can
be extended to such a scale as well. Indeed, two stateof-the-art methods have shown impressive results [6], [7].
This paper will focus on 3D structure based localization and
demonstrate how to improve localization speed significantly
without sacrificing localization accuracy.
The most crucial step in estimating full camera pose is
to establish correspondences between 2D key points in the
query image and 3D points in the database. Since feature
descriptors have been associated with 3D points in the reconstruction process, 2D-3D correspondences can be obtained
by matching descriptors of 2D key points with pre-stored
descriptors that are associated with 3D points. This matching
process is referred to as 2D-3D matching. Recent localization
methods [2], [6]–[8] employ sophisticated descriptors such
as SIFT [9] for accurate 2D-3D matching. Thanks to the
delicate matching strategies embedded in these methods, the
2D-3D matching is efficient and localization on city-scale
datasets can be accomplished in several seconds on modern PCs. However, such a speed is still unsatisfactory for
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Fig. 1. Two query images are aligned with the 3D points according to the
poses estimated by the proposed method. The two images are taken from the
dataset Dubrovnik [6].

Fig. 2. The timing of the localization method in [7], demonstrated on the
dataset Dubrovnik [6].

many augmented reality and real-time navigation applications.
With the aim to develop a faster localization method, we
investigate the detailed computation time of state-of-the-art
localization methods. Fig. 2 illustrates our findings with
respect to an efficient localization method in [7]. As can be
seen, SIFT descriptor extraction, which takes about 3 seconds
alone, is the most expensive operation in the localization
process. The effort to accelerate other operations such as
2D-3D matching and pose estimation is overshadowed by
the lengthy descriptor extraction. This finding motivates us
to seek alternatives more efficient than SIFT. Besides, since
the detection of key points, here DoG [9] points, is also time
consuming, other kinds of faster key points are needed too.
Recently
emerged
binary
feature
descriptors,
e.g. BRIEF [10], ORB [11], BRISK [12], FREAK [13],
FRIF [14] are designed for high speed computer vision
tasks. As shown in [10]–[14], these binary descriptors can
achieve comparable accuracy of SIFT [9] in the task of image
matching, while benefiting from two orders of magnitude
faster extraction speed and less memory footprint since each
dimension of a binary feature is a simple comparison of pixel
intensities and takes only one bit. The low computational
complexity and memory footprint make binary features
particularly suitable for mobile devices, which are important
platforms for image-based localization. Considering these
superiorities, we apply them into the localization problem.
Accompany with the respective descriptors, BRISK [12] and
FRIF [14] also provide two kinds of efficient key points, i.e.
scale invariant AGAST [15] points and fast approximated
Laplacian-of-Gaussian (FALoG) points. Both are scale
invariant, highly repeatable, and with a detection speed of
an order of magnitude faster than that of DoG points, which
makes them good choices for fast localization.
Typically, in large scale localization, thousands of query
descriptors are required to match against millions of database descriptors, and apparently the brute force matching
is out of the question. Indexing descriptors and performing
approximate nearest neighbor(ANN) search is often the practical solution. Unfortunately, existing binary feature indexing
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approaches, e.g. hierarchical clustering trees(HCT) [16] and
locality sensitive hashing (LSH) [17], are not efficient enough
so that matching binary descriptors are even much slower
than matching SIFT descriptors when similar search accuracies
are required. Consequently, the overall localization speed is
not significantly improved as expected. To overcome this, we
propose a dedicated binary feature indexing approach which
is 3-14 times more efficient than HCT and LSH.
One important information contained in localization
databases is that each 3D point typically corresponds to several
descriptors which are actually the (semantic) nearest neighbors
of each other and could be regarded as data points sharing
the same label. In this paper, we propose a binary descriptor indexing approach which exploits the label information.
Explicitly, we use the label information in a supervised training
process to train multiple randomized trees and index binary
descriptors with the trained trees. In the training process, the
node tests are selected in a way so that the trees have uniform
leaf sizes and low error rates as much as possible, which
is desired for efficient ANN search. The error rate refers to
the probability of that descriptors corresponding to the same
3D points (sharing the same labels) fail to collide in the same
leaf node. To further improve the search efficiency, we adopt
a probabilistic priority search strategy. This strategy allows
us to search minimal candidate nearest neighbors without
sacrificing accuracy. Apart from the label information, this
strategy also uses non-binary pixel differences which are
available in descriptor extraction. Experiments show that the
proposed indexing approach is much more efficient than the
existing approaches and matching binary features is no longer
much slower but slightly faster than matching SIFT features.
Consequently ,the speed of localization, excluding key point
detection, is improved by an order of magnitude as compared
to state-of-the-art localization methods due to the much faster
descriptor extraction, while comparable registration rate and
localization accuracy is maintained. When efficient alternatives
to DoG points, e.g. FALoG points, are employed in both
reconstruction and localization, the overall localization speed
can also be improved by an order of magnitude without
sacrificing the registration performance.
The remainder of this paper is organized as follows.
Section II gives a review on related work. Section III presents a
straightforward localization system which uses binary features
and existing indexing approaches. Section IV introduces the
proposed indexing approach. Section V-A demonstrates extensive experiments on feature retrieval and shows the superiority
of the proposed indexing approach as compared to the existing
approaches. The localization results using binary features and
the proposed indexing approach are shown in Section V-B.
A complete localization system using FALoG points, BRISK
descriptors, as well as the new indexing approach is demonstrated on Section V-C. Conclusions are drawn in Section VI.
II. R ELATED W ORK
A. Localization Methods
Existing image-based localization methods can be roughly
divided into two classes: some methods rely on geo-tagged
images in the database to infer the location of a query
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image [1], [18]–[20], alternative methods compute the full
camera pose of a query image using off-line reconstructed
3D points [2], [3], [6]–[8].
In this paper, we focus on the later image-based localization methods of which the most crucial part is to build
2D-3D correspondences. Irschara et al. [2] propose to first
retrieve the related 3D documents, which are composed of the
original database images and synthetic virtual views, and then
match the features in the query image with the features in
the top ranked documents. By using GPU for feature extraction and matching, near real-time localization is achieved.
Dong et al. [3] also use image retrieval to accelerate the
process of establishing 2D-3D correspondences. Li et al. [6]
propose an alternative method which does not rely on image
retrieval. They compress the 3D structure in the database,
and use a prioritized strategy to match the 3D points in the
compressed structure to the features in the query image. Their
method is able to register more query images than image
retrieval-based approaches. Sattler et al. [7] show that using
the direct 2D-to-3D matching can perform even better and
faster than the method in [6]. They propose to skip the image
retrieval step, and directly match the features in query image
against the features in the database. By using a vocabulary
quantization [21] method to index feature descriptors, the
direct 2D-to-3D matching can be performed efficiently and
accurately. Sattler et al. [22] demonstrate that by combining
3D-to-2D and 2D-to-3D matching for actively searching additional correspondences missed by sole 2D-to-3D matching, the
registration performance can be further improved. Li et al. [23]
use a similar bidirectional matching strategy. They also
propose to use co-occurrence prior in RANSAC to deal
with low inlier ratios of 2D-3D correspondences. In [8],
Sattler et al. show that by improving the image retrieval
through a selective voting scheme the image retrieval-based
localization methods can outperform the direct 2D-to-3D
matching methods. Donoser and Schmalstieg [24] treat each
3D point as a class and propose to train embedded random
ferns to classify 3D points. While all the above methods employ SIFT descriptors to maintain accurate matching
results, the localization speed is nevertheless hindered by the
computationally expensive stage of SIFT extraction. Recently,
some methods have begun to apply binary descriptors into
localization. Lim et al. [25] use BRIEF descriptors in frameto-frame tracking and they are able to achieve real-time camera
localization in video frames. Galvez-Lopez and Tardos [26]
also use BRIEF descriptors for fast place recognition,
in particular for loop closure detection. They use hierarchical
k-medians to cluster binary descriptors into binary words,
and employ a bag-of-words method to search similar images.
The words are also used to index binary descriptors for
efficient feature matching. While their method is demonstrated on the scene where query images and corresponding
database image are homogeneous, i.e. taken by the same
device and with limited differences in illumination and view
point, we focus on more challenging situations, e.g. where
query images and database images are taken by different devices, having different resolutions or quite different
viewpoints.
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B. Binary Feature Indexing Approaches
While numerous approaches for fast nearest neighbor search
in real value vector space [21], [27]–[30] have been proposed,
these approaches can not be readily applied to binary vectors.
Two popular approaches for indexing binary descriptors are
hierarchical clustering trees (HCT) [16] and locality sensitive
hashing (LSH) [17]. HCT uses hierarchical random k-medoids
to cluster binary descriptors. A query descriptor finds its
approximate nearest neighbor by performing a linear search
in clusters which the query descriptor belongs to or is near
to. Multiple trees are typically used to improve the accuracy.
LSH uses a set of locality sensitive hashing functions to
map each high dimensional vector to a bucket in the hash
table. The approximate nearest neighbor of a query vector
is linearly searched among the candidate neighbors in the
bucket in which the query vector falls. Multiple hash tables
are often used to increase the probability of finding the true
nearest neighbor. For binary descriptors, hash functions are
simply chosen as some descriptor bits [11], which indicates
that in a hash table, descriptors having common values on
chosen bits will fall in the same bucket. Multi-probe locality
sensitive hashing (MLSH) [31] considers not only the exact
bucket that a query descriptor falls but also the neighboring
buckets, which effectively improves the chance of obtaining
the true nearest neighbor. Esmaeili et al. [32] propose an
error weighted hashing (EWH) algorithm which is built upon
MLSH. Each candidate neighbor of a query feature obtained
by MLSH is scored according to bucket distances between
the candidate neighbor and the query feature, and only the
candidate neighbors with the scores exceeding a threshold are
retained for linear search. This strategy filters out large amount
of candidate neighbors and thus significantly reduces the linear
search time. Yet, generating refined candidate neighbors itself
costs quite much time especially when the database is large.
As we will demonstrate, adopting the EWH algorithm does not
satisfy the requirement of near real time localization.
Norouzi et al. [33] propose multi-index hashing (MIH) for
exact k-nn search in Hamming space and demonstrate a
speedup of dozens to hundreds times over linear search.
In MIH, each binary code is divided into continous and
non-overlapping substrings, and all neighbors within certain
radius of a query code can be efficiently searched in a
much smaller radius on each substring of the query code.
K nearest neighbors are then selected from the neighbors.
While this method gives an excellent solution to exact
k-nn search, it may not be suitable for the localization. Since
localizing an image typically needs to match thousands of
query features against millions of database features, dozens
to hundreds of times speed-up is not enough for near real
time performance. Besides, exact knn search is not necessary
since pose estimation is robust to partial false matches.
C. Works Related to Randomized Trees
Randomized trees have been used as a classifier for realtime keypoint recognition by Lepetit and Fua [34]. They
treat each database keypoint as a class and generate multiple
randomized trees to distinguish the classes. While the approach
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TABLE I
T HE D ETAILS OF THE T HREE D ATASET

is robust and efficient, the requirement of large amount of
memories to record posterior distributions in leaf nodes limits
its extension to large scale. Ozuysal et al. [35] propose a
simplified form of randomized trees, namely random ferns.
In each fern all nodes of the same depth employ the same
node test. Williams et al. [36] further simplify random ferns
by storing in the leaf nodes binary scores of all classes instead
of class posterior distributions. If a class occurs in a leaf node,
the corresponding bit of the class in that leaf is one otherwise
zero. The recognition is achieved by simply looking at the
leaf nodes in which a query point falls and assigning the class
with the largest number of ‘one’ bits. Konukoglu et al. [37]
propose to use neighborhood approximation forest(NAF) for
nearest neighbor search. NAF can be trained to approximate
neighborhood structure induced by any user defined distance.
In NAF the way to find the nearest neighbors of a query
term is similar to [36]. Multiple trees are used to vote for the
database terms. The more frequent a database term collides
the query term in leaf nodes, the more votes the database
term gets. To get satisfactory performance, hundreds of trees
are often required. While this would not be a problem when
the database is small, e.g. with several hundreds or several
tens of thousands terms demonstrated in [37], the memory
consumption and the runtime cost would be too expensive for
the localization where millions of terms are typically contained
in the database. Fu et al. [38] use a method similar to [37] for
nearest neighbor search in image annotation. In this paper,
we also use randomized trees for nearest neighbor search.
However the randomized trees are only treated as an index
tool to retrieve candidate neighbors, and the nearest neighbors
search is left for a linear scan. Typically good performance
can be achieved by using only a few trees, hence the cost of
both the memory and the runtime is cheap.
III. A S TRAIGHTFORWARD L OCALIZATION S YSTEM
W ITH B INARY F EATURES
Among the existing localization methods, direct
2D-to-3D matching [7] achieves a state-of-the-art performance
and provides a most simple framework for establishing
2D-3D correspondences. By using this framework, one can
easily implement a binary feature based localization system,
and hence to investigate the effect of binary features on
localization. This section presents such a system as well as
an evaluation of its performance.
A. System Overview
There are two stages in a localization system, i.e. the
off-line stage and the on-line stage. In the off-line stage,

3D points of a scene are reconstructed from a collection of
images, and each 3D point is associated with several 2D key
points which triangulate the 3D point. All 3D points as well
as the associated 2D key points and their descriptors are kept
in a database. Following the convention in [7], 3D points
are referred to as points and 2D key points along with their
descriptors as features. In the on-line stage, the same type of
features are first extracted from the query image, and then
correspondences between 2D key points in the query image
and 3D points in the database are established. From these
2D-3D correspondences, the full camera pose of the query
image is estimated by using Perspective n Points(PnP)
algorithms [39].
Sattler et al. [7] present a direct 2D-to-3D matching framework to establish 2D-3D correspondences. This framework
uses a visual vocabulary for fast ANN search and contains
the following steps. In the database, points and their features
are assigned to visual words in advance. In the query image,
each feature, namely query feature, is assigned to a visual word
similarly, and then the top two approximate nearest neighbors
are obtained by a linear search among the database features
assigned to that word. If the ratio of the distances between the
feature and the two neighbors is below a threshold (set to 0.7)
the feature and the point associated with the first approximate
nearest neighbor form a 2D-3D correspondence. In order
to speedup the search process, query features are processed
in ascending order of their costs on ANN search, which
are predicted by the numbers of database features assigned
to the visual words, and the search process stops after Nt
(set to 100) 2D-3D correspondences are found. From these
2D-3D correspondences, the camera pose of the query
image is estimated by the 6-point DLT algorithm [39] and
RANSAC [40]. If at least 12 inliers are found under the pose,
the query image is deemed as registered.
To implement a localization system with binary features,
we simply substitute the SIFT descriptors used in [7] with
BRISK descriptors and adopt two off-the-shelf binary feature
indexing approaches, i.e. locality sensitive hashing (LSH) [17]
and hierarchical clustering trees (HCT) [16] for the ANN
search of binary descriptors. Treating a hash bucket or a leaf
node as a visual word, the ANN search process is similar to
the one in [7]: the query feature is first assigned to certain
visual words and the approximate nearest neighbors are then
linearly searched through the database features assigned to
these words, namely the candidate neighbors. With LSH, query
features are also processed in ascending order of their ANN
search costs, while with HCT, query features are processed
in the original order since the number of searched candidate
neighbors is a parameter and fixed for all the query features,
which indicates that the ANN search costs of the query
features are roughly the same. The remaining operations in
the system are the same as those in [7].
B. Experiment Setup and Results
1) Datasets: We evaluate the binary feature based localization system on three public datasets, i.e. Dubrovnik,
Rome and Aachen, which are used in [6] and [8]. 3D points
of Dubrovnik and Rome are reconstructed using images from
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TABLE II
L OCALIZATION R ESULTS OF THE B INARY F EATURE BASED S YSTEM AND T WO S TATE - OF - THE -A RT S YSTEMS . ‘-’ I NDICATES
T HAT THE D ATA I S N OT R EPORTED IN THE L ITERATURE

Flickr and a subset of the images are selected as query images.
The features in the query images and their connections to the
3D points have been removed from the databases to guarantee
meaningful queries. Aachen is reconstructed from images
taken by a hand held camera, and query images are taken
from a mobile phone. Since 3D points in the three datasets
are triangulated from DoG points, DoG points are detected in
the localization process as well. Table I shows the details of
the three datasets. Note that average number of query features
means average number of features per query image.
2) Setup: All the experiments in this paper are performed on
a laptop with 16GB RAM and an Intel Core i3-2310 2.1GHz
CPU. The implementations are in C++ and single-thread.
SSE4.2 POPCNT instruction is used for Hamming distance
computation.
The binary feature based localization system is compared to
two state-of-the-art localization systems DM [7] and P2F [6].
The results of DM are obtained by implementing the open
source program. The 3D point representation is integer mean
per vw and the parameters are of the default values. The
results of P2F come from the reported datas in [6]. The timing
of DoG point detection and SIFT descriptor are obtained by
implementing the VLFeat Library [41].
In this binary feature based localization system, LSH and
HCT are used for ANN search. Their implementations in
FLANN [42], [43] are directly employed and the settings
are as below. HCT uses 6 trees with the branching factor
and the max leaf size, i.e. the max number of database
features assigned to a leaf node, set to their default values, i.e.
32 and 100 respectively. The maximum number of searched
candidates is 600. LSH has two settings. One, denoted as
LSH_12, uses 12 hash tables with the key length of 20, while
the other, denoted as LSH_1, uses only one hash table with the
key length of 17. LSH_1 results in about 131k hash buckets,
being comparable to the 100k visual words in [7]. Thus the
system with LSH_1 is actually a most straightforward adaption
of the system in [7].
3) Results: Table II summarizes the localization results in
terms of registration time and number of registered images.
The results are averaged over 10 repetitions to alleviate the
effect of randomness involved in RANSAC.

Not surprisingly, the usage of BRISK descriptor dramatically reduces the time of descriptor extraction, by about
96 percents, which makes huge contribution to the reduction
of the total registration time. With the setting of LSH_1,
the time of correspondence search is close to that in DM,
however the number of registered images is much smaller.
This is caused by the lower ANN search accuracy which brings
about fewer correct 2D-3D correspondences for query images.
While the numbers of visual words in LSH_1 and DM are
similar, quantization error seems to happen more frequently
on binary features than on real value features, which indicates
that matched binary features are more likely to be assigned
to different words and thus the search accuracy in LSH_1
is lower. Increasing the number of hash tables improves the
search accuracy. As shown in Table II, when 12 tables are used,
the binary feature based system achieves similar registration
rate to DM. However the time of correspondence search
also increases a lot and is much more than that in DM.
Consequently the speed of localization, excluding key point
detection, is not improved to the expected extent, i.e. by an
order of magnitude. Using HCT is similar to using LSH: while
the registration rate reaches the state-of-the-art, the localization
speed remains slow.
The above results suggest that to improve the localization
speed while maintaining the state-of-the-art registration rate,
a new efficient indexing approach, which is able to reach
high search accuracy at low cost, should be developed. In the
following, we make an analysis of the factors that limit the
efficiency of the existing indexing approaches and propose a
new approach in the next section.
4) Analysis: Inefficiency of Hierarchical Clustering Trees
can be ascribed to the fact that traversing the trees towards
the leaf nodes requires computing the distances between the
query feature and the cluster centers, which is time consuming. For instance, in the current system with 6 trees,
branch factor of 32 and average tree depth of about 4, about
6×32×4 = 768 distance computations are required for a query
feature to reach the leaf nodes, even more than the maximum
distance computations involved in linear search, i.e. 600. This
indicates that traversing the trees alone may take more than
half of the ANN search time.
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Left: the process of indexing a database binary feature Fi . Right: the process of searching the approximate nearest neighbor of a query feature Q.

Fig. 4. Left: A simple example demonstrating that random binary tests may
generate uneven buckets. Right: feature distributions over different bucket
sizes in LSH and the even case. A single hash table with the key length of
20 is used and the database features from Aachen are indexed. In LSH many
of the features lie in the buckets with large sizes, while in the ideally even
case all the features should lie in small buckets.

As for LSH, a random subset of bits is selected as a hash
key and the bucket sizes often varies dramatically, as is shown
in Fig. 4. Uneven buckets cause that many features have
high search costs and hence deteriorate the search efficiency.
Processing query features in ascending order of their search
costs and applying an early stop strategy alleviates but not
eliminates this effect, since in the worst case all the features
need to be processed. Besides, certain bits in the binary
descriptors are less stable than others under view point changes
or noises. This phenomena is demonstrated by a toy experiment, in which 100,000 pairs of matched binary descriptors
are sampled from the dataset Aachen, and for each bit, the
ratio of the matched binary descriptor pairs that have different
bit values are counted. The ratios range from 0.09 up to 0.34,
a substantial figure that indicates unstable bit assignment for
neighboring pairs. Selecting unstable bits into a hash key is
prone to cause failures in hash collision for matched features,
and consequently reduces the search accuracy. In such case,
large number of hash tables, e.g. 12 in the current system,
or short hash keys are necessary to maintain considerable
collision rates, which in turn increase the time cost.
IV. B INARY F EATURE I NDEXING W ITH
R ANDOMIZED T REES
In this section, we introduce a binary feature indexing
approach which is able to overcome the disadvantages of
hierarchical clustering trees (HCT) and locality sensitive hashing (LSH). This approach resorts to randomized trees and
tries to make use of their merits to attain high efficiency.
Each non-leaf node of randomized trees contains a binary
test that will be applied to the features arriving at the node.

The test simply checks a certain bit of the features to decide
which child node should be moved toward. Each leaf node
is used to store the indices of the database features falling in
it. Like in HCT and LSH, multiple trees are used to improve
the performance. Given the structure of randomized trees, the
processes of indexing database features and performing ANN
search for query features are simple, as is illustrated in Fig. 3.
In each tree, a database feature traverses the tree from the root
node, and moves on to either the left or the right child node
according to the test until a leaf node is reached. The index of
the feature is then stored in the reached leaf node. At run time,
a query feature traverses the trees towards the leaf nodes in
the same way. And its approximate nearest neighbor is linearly
searched among the database features which are stored in the
reached leaf nodes.
Thanks to the simple binary test, traversing randomized
trees does not require any distance computation and is very
fast, as opposed to traversing HCT. This is favorable for
efficient ANN search. To attain high efficiency, we also expect
randomized trees to have uniform leaf sizes and low error
rates, as we expect to get uniform bucket sizes and low failure
rate of hash collision in LSH. The size of a leaf means the
number of the database features falling in the leaf node, and
the error rate is the probability of that a query feature and its
nearest neighbor fail to collide in the same leaf nodes. While
these two characteristics are difficult to be guaranteed by
pure randomness, as shown in LSH, we conduct a supervised
training process for node test selection to attain such trees.
The process is facilitated by features and label information
contained in localization databases, since by exploiting them
training data can be easily obtained. To further improve
the efficiency of ANN search, we adopt a priority search
strategy.
In the remainder of the section, we elaborate the process
of selecting the node tests to construct a single tree, as well
as the priority search strategy of a single tree. When multiple
trees are considered, the same operations are applied to each
tree.
A. Node Test Selection
In a localization database, each 3D point corresponds to
several features which are the (semantic) nearest neighbors of
each other. In the training process, these features will serve as
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query features for each other. If a 3D point have m features,
then for each of the m features there are m − 1 query features.
That is to say, there are m database features and m(m − 1)
query features for this 3D point. The goal of the training
process is to minimize the ratio of the query features that fail
to collide with their nearest neighbors in the leaves, and at
the same time to keep leaf sizes uniform as much as possible.
We achieve this goal in a greedy manner. Initially, all the
database features and the query features lie in the root node.
Starting from the root node, the node tests of a tree are selected
with the following steps.
1) Generate a set of random binary tests Γ = {τ }.
2) Apply each binary test τ to the database features in
the addressing node and divide them into two subsets Sl and Sr . Apply τ to the query features in the
node as well, and count the ratio rc of the query features
surviving the test, i.e. having the same tests values as
their nearest neighbors.
1
,
3) Calculate the cost function: C = λ(1 − rc ) + 0.5−|0.5−μ|
|Sl |
where μ = (|Sl |+|Sr |) and |.| is the size of the set. λ is
used to place a trade off between the accuracy and the
1
balance. The non-linear term 0.5−|0.5−μ|
is used to avoid
the extremely uneven division, i.e. μ close to 0 or 1.
4) Choose the test τbest which minimizes C as the test of
the addressing node.
5) According to τbest , divide the database features and the
survived query features into two child nodes. If a preset
depth is reached the child nodes are set to be leaf nodes,
otherwise non-leaf nodes.
6) Repeat the above steps for the remaining non-leaf nodes.
To be noted that since the number of the query features
of each database feature is limited, the survived features of
many database features may not exist any more as the tree
grows deeply, and these database features along with their
query features will no longer contribute to the count of rc .
This reduces the generalization ability of the trained tree.
To avoid this, we apply τ to all the query features rather than
the survived ones in Step 2.
While there are numerous kinds of binary tests [34], we
simply use the bits of binary descriptors. Thus a single test τ
has the explicit form of

0 I1 < I2
(1)
τ( f ) =
1 other wi se,
where I1 and I2 are intensities of a pixel pair around the key
point f and the location of the pixel pair is specified in the
descriptor pattern.
We index the database features of Aachen with the trained
tree and show the feature distribution over different leaf sizes
in Fig. 5. It is observed that, indexing with the trained tree does
generate more uniform leaf sizes than with LSH. Besides, as
will be shown in Section V-A, indexing with the trained tree
also brings about lower error rates.
B. Priority Search
After database features being indexed, the approximate
nearest neighbor of a query feature can be found by searching
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Fig. 5. Feature distribution over different bucket sizes or leaf sizes. Both
the tree level and the key length is 20. The database features of Aachen are
indexed. ‘RT’ indicates the randomized tree trained with λ equaling to 16 in
Step 3. ‘RT_b’ indicates the randomized tree trained with λ equaling to 0.

in the leaf node which the query feature arrives at. To improve
the accuracy of the ANN search, we may backtrack the tree
to search more neighbor leaf nodes or equivalently reduce
the depth of the tree when indexing the database features.
However, the backtracking search also brings about much
more time cost. In this paper, we propose a priority search
strategy that is more efficient than backtracking. It allows us
to search fewer leaves to achieve the same accuracy.
For a query feature, its nearest neighbor may differ from
it at any bit and may fall in any leaf node of a tree. But
the probabilities of falling into different leaf nodes vary. For
instance, as the nearest neighbor tends to be identical with
the query feature at most of the bits, those leaf nodes, of
which most test values are the same as the corresponding
bits of the query feature, tend to contain the nearest neighbor.
For search efficiency, we would like to check the leaf nodes
in which the nearest neighbor most probably falls. Indeed,
similar idea has been exploited by Joly and Buisson [44] to
improve the efficiency of LSH. They model the distribution
of the nearest neighbor of a query feature as a multi-variate
Normal distribution. Starting from this, they use a training
set to estimate the success probability that a certain hash
bucket contains the nearest neighbor. High efficiency can be
achieved by probing the buckets with the largest success
probabilities. However, their approach, which is designed for
real value features, is not readily available for our purpose,
since we can not model the distribution of a binary feature as
a Normal distribution and consequently the derivation in [44]
can not be employed. In the following, we present a process
of estimating the success probabilities that is tailored for
binary feature.
Since each leaf node corresponds to an unique series of test
values, its success probability is indeed the probability that the
test values coincide with the bit values of the nearest neighbor.
We denote the query feature as q, its nearest neighbor as q̃,
and the probability of q̃ lying in the leaf node l given q,
namely the success probability of l, as P(ζ(q̃) = l | q). Then
under the independence assumption, we have
P(ζ(q̃) = l | q) =

K


P(τk (q̃) = lk | q),

(2)

k=1

where K is the depth of the tree, τk specifying a certain bit of a
binary feature is the k t h node test on the path leading to l, and
lk ∈ {0 , 1} is the k t h test value of l. Each P(τk (q̃) = lk | q)
is actually the probability that a certain bit value of q̃ equals
to lk . This probability is what we need to estimate.
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Algorithm 1 Leaf Nodes Retrieval

Fig. 6. Frequency histograms of δk on two node tests, generated by 100,000
samples from the database features of Aachen.

Apart from the bit values of q, the explicit form of a node
test, i.e. the way of generating a bit value, provides us with
information that can be exploited to predict P(τk (q̃) = lk | q).
Recall that each node test τk is the comparison between
intensities I1,k and I2,k of a pixel pair around the key point.
Then we may make an intuitive reasoning: if the difference of
I1,k and I2,k in a feature is large, the order of I1,k and I2,k ,
which indicates the value of a certain bit, should be relatively
stable under noises or image transforms, and consequently the
nearest neighbor of the feature is very likely to have the same
value at the bit as the feature; otherwise the bit value of the
nearest neighbor is probably different. So the difference of I1,k
and I2,k in the query feature may play an important role in
estimating P(τk (q̃) = lk | q). In the following, we investigate
its explicit effect.
We normalize the difference I1,k − I2,k to eliminate the
effect of linear illumination changes, by using the intensities {Is } of all the sample pixels in the descriptor pattern.
More specifically,the normalized difference is defined as
uk = (I1,k − I2,k )/ |(Is − Iμ )|, where Iμ is the mean of {Is }.
For the query feature q and its nearest neighbor q̃, we denote
q
q̃
the normalized differences as uk and uk respectively. Then we
have the following equation:

q̃
q
P(τk (q̃) = 0 | q) = P(uk < 0 | uk )
(3)
q̃
q
P(τk (q̃) = 1 | q) = P(uk >= 0 | uk ) .
Now the remaining problem reduces to estimating the
q̃
q
q̃
q
distribution of uk given uk , i.e. p(uk | uk ).
q̃
Since q̃ is the nearest neighbor of q, uk can be treated as
q
q̃
q
the result of applying a perturbation δk to uk , i.e. uk = uk +δk .
Note that uk is a constant and δk is a random variable with
unknown distribution. If the distribution of the perturbation δk
q̃
q
is known, p(uk | uk ) can be immediately obtained. We further
q
assume that the distribution of δk is the same at any given uk .
Then the distribution can be estimated from multiple samples
of δk yielded by pairs of features and their nearest neighbors
which are readily available in the localization database.
Fig 6 illustrates two experimental observations from the
samples which suggest that the distribution of δk approximates
Laplace. Thus, we model the probability density function of
δk as p(δk ) = b2k e−bk |δk | , where bk can be obtained from
the samples by using maximum likelihood estimation. Given
q̃
q
q̃
q
p(δk ), p(uk | uk )= b2k e−bk (|uk −uk |) follows. Then the probability
P(τk (q̃) = lk | q) can be computed as:
⎧
q̃
q
⎪
P(τk (q̃) = 0 | q) = P(uk < 0 | uk )
⎪
⎪
q̃
q
⎪
q̃
0
⎨
= −∞ b2k e−bk (|uk −uk |) duk
(4)
⎪ P(τk (q̃) = 1 | q) = P(uq̃ >= 0 | uq )
⎪
k
k
⎪
⎪
q̃
q
⎩
q̃
∞
= 0 b2k e−bk (|uk −uk |) duk .

After estimating P(τk (q̃) = lk | q) for each k, the success probability P(ζ(q̃) = l | q) is directly obtained from equation 2.
In practice, even though bk may be different across different
node tests, we use an uniform value b for all the node tests for
simplicity. And b is averaged over bk of 10 randomly selected
tests, with each bk estimated from 100,000 samples.
Estimating the success probabilities of all the leaves and
ranking the leaves would be too time consuming for on-line
process. So we use a much faster algorithm to find the leaves
with the approximately largest success probabilities. The steps
are summarized in Algorithm 1.
If all nodes in the same level share the same test, i.e. the tree
has a fern structure [35], Algorithm 1 is able to find the leaf
nodes with the exactly largest probabilities. The reason is as
below. When an inner node with the largest weight ω is popup
from nodeH eap, a leaf node will be selected out of the inner
loop and added to L. The success probability of this leaf node
should be ω∗ Pmax , where Pmax is the max success probability
of all the leaf nodes. For example, the success probability of
the first selected leaf node is ωroot ∗ Pmax = Pmax . Inside
the inner loop, only the nodes with the weights (either PPrl ω
or PPrl ω) smaller than ω are inserted into nodeH eap, which
implies that the weights of all the nodes in nodeH eap are
smaller than ω. Thus, the success probability of the next leaf
node added to L should be smaller than ω ∗ Pmax . That is to
say the leaf nodes in L are added in descending order of
their success probabilities. Moreover, as can be verified,
if N equals the total number of the leaf nodes, all the leaf
nodes would be added to L once and only once. Therefore,
the first n leaf nodes retrieved by Algorithm 1 are with the
top n largest success probabilities.
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In the general tree structure, nodes in the same level
typically have different tests, yet Algorithm 1 still provides
a good approximation, as will be evidenced by experiments
in Section V.
V. E XPERIMENTAL R ESULTS
In this section, we first evaluate the proposed indexing
approach on feature retrieval to show its efficiency, and then
investigate the performance of the new indexing approach
on binary feature based localization. At last, a complete
localization system using FALoG points, BRISK descriptors,
as well as the new indexing approach is demonstrated.
A. Feature Retrieval
1) Dataset: We construct a new dataset to evaluate the
proposed indexing approach. It contains 1.5M 3D points
which are randomly selected from Dubrovnik, Rome, and
Aachen, 500k from each database. For each points, at least
one and up to one fifth of the features are selected as query
features and the remaining as database features. There are
5,270,000 database features and 1,800,000 query features in
total. On this dataset, feature retrieval, i.e. retrieving matched
database features for query features, is performed by using
the proposed and state-of-the-art indexing approaches. Two
features deemed as matched if they correspond to the same
3D point.
2) Evaluation Criterion: The main criterion for evaluating
an indexing approach is the efficiency. An indexing approach
is used to retrieve candidate matches for subsequent linear
search. If true matches are contained in the retrieved candidates, linear search is supposed to be able to find them.
For each query feature, if at least one true match is found,
the correct 3D point can be assigned to it. Thus we define a
successful retrieval as the case in which at least one true match
is among the retrieved candidates, and the retrieval accuracy as
f ul retrievals
. Then
the ratio of successful retrievals, i.e. #success
#t ot al retrievals
the efficiency of an indexing approach should be reflected by
the retrieval accuracy and the average time cost of a query
process including candidate retrieval and linear search. As the
time cost is typically dominated by the linear search among
the candidates, we report the average number of the retrieved
candidates as well.
3) Compared Approaches and Setups: We implement
three versions of the proposed indexing approach, and
compare them with state-of-the-art binary feature indexing
approaches. The compared approaches and the setups are as
follows.
• RT: the randomized trees without priority search, trained
with λ = 16. The depth of each tree ranges from 20 to 13.
Ranging the depth of RT from 20 to 13 is equivalent to
fixing the depth of RT at 20 and searching 1 to 2(20−13)
leaf nodes with backtracking.
• RT_b: the randomized trees without priority search. The
trees are trained with λ = 0, which indicates that in the
training process, no label information is exploited and the
error rate is skipped for consideration. The depth of each
tree ranges from 20 to 13.
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•

RT_AP: the randomized trees with the approximate
priority search, trained with λ = 16. The depth of each
tree is always 20, and the number of searched leaf nodes
in each tree ranges from 1 to 2(20−13).
• LSH: locality sensitive hashing [17]. The length of the
hash key ranges from 20 to 13 as well.
• MLSH_1: multi-probe LSH [31] with probe level of 1.
The length of the hash key ranges from 26 to 19. The
key length of multi-probe LSH is set to be larger than
LSH so that the numbers of the candidates retrieved by
them are comparable to each other.
• MLSH_2: multi-probe LSH with probe level of 2. The
length of the hash key ranges from 30 to 23.
• HCT_32: hierarchical clustering trees [16] with branch
factor of 32. The maximum number of database features
in each leaf node is set to be 100, as is suggested in [16].
The maximum number of searched candidates is set to be
identical to the average number of candidates retrieved by
RT_AP.
• HCT_16: hierarchical clustering trees with branch factor
of 16.
• EWH: error weighted hashing [32].
• MIH: multi-indexing hashing [33].
The implementations of LSH, MLSH, and HCT in [42] are
directly employed, and the remaining methods are implemented by the authors.
4) Results and Discussions: The comparison results of
LSH, MLSH, HCT and the proposed approach are shown
in Fig. 7. Fig. 7(a) shows the results yielded by using one
hash table in LSH and MLSH or one tree in HCT and RT.
Fig. 7(b) shows the results yielded by using three hash tables
or trees, and Fig. 7(c) by using 6 hash tables or trees. Besides,
some data points in the third plot of Fig. 7(c) are summarized
in Table III.
As is shown in Fig. 7, the efficiency of the proposed RT_AP
is remarkably higher than LSH, MLSH and HCT. For instance,
as shown in Table III, under similar retrieval accuracies,
RT_AP is about 3 to 4 times faster than HCT_32 and HCT_16,
9 to 14 times faster than LSH, 6 times faster than MLSH_1
and 8 times faster than MLSH_2. To be noted that relatively
high accuracies, e.g. > 0.73 in Fig. 7(c), are not covered in the
experiments, since to reach such high accuracies, all the above
method would be too time consuming for fast localization.
From Fig. 7, we can also see the individual effects of the
node test selection process and the priority search strategy.
Through the node test selection, randomized trees can be
trained to have more uniform leaf sizes than LSH, which has
been demonstrated in Fig. 5 in Section IV-A. Now, from the
first column of Fig. 7, we can see that the trained randomized
trees (RT) can also reach similar or higher retrieval accuracies,
namely lower error rates, than LSH. The more uniform leaf
sizes and the lower error rates make RT be significantly more
efficient. For instance, as shown in Table III, when 6 trees or
hash tables are used RT costs about 83% less time than LSH
to reach similar accuracies. Besides, RT is also much more
efficient than RT_b, which suggests that label information
should be exploited in the training process to optimize the error
rate. The effect of the priority search can be easily seen from
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Fig. 7. The results on the new dataset. (a) Results yielded by using one tree or one hash table. (b) Results yielded by using three trees or three hash tables.
(c) Results yielded by using six trees or six hash tables. The plots in the fourth column are the close views of the plots in the third column.
TABLE III
S UMMARIZED R ESULTS OF F EATURE R ETRIEVAL , IN THE F ORM OF (A CCURACY, T IME )

the performances of RT and RT_AP. As is show in the second
column, RT_AP can reach much higher retrieval accuracies
than RT, e.g. by up to 14% when using 6 trees, by retrieving the
same number of candidates, or retrieve much fewer candidates
to reach the same retrieval accuracy. The performances prove
the superiority of the priority search over backtracking.
Another observation from Fig.7 is that Multi-probe LSH
does outperform LSH. Both MLSH_1 and MLSH_2 can reach
higher recall than LSH given the same query time cost.
Moreover, as shown in the second column of Fig. 7, in terms
of retrieved candidates and retrieval accuracies, MLSH_1 is
comparable to RT and MLSH_2 outperforms both of them.
But in terms of query time and retrieval accuracies, neither
MLSH_1 nor MLSH_2 shows superiority over RT, as shown
in the third column of Fig. 7. The long query time is
due to the frequent memory access in Multi-probe LSH, in
which multiple hash buckets have to be looked through to
retrieve the candidates, with extra memory accesses incurred.
Besides, when the key length is large the hash tables should
be compressed to prevent large memory consumption, as is

implemented in [42]. And extra hash tables which map hash
values to the indices of the buckets in the compressed hash
tables are necessary. So two levels of hash tables are actually
checked for a query, which further increases the memory
access.
Finally, it is shown that HCT with the branch factor
32 and 16 have similar performance, and under the tested parameters, the efficiency of both HCT_32 and HCT_16 is lower
than RT. Yet, the margin between HCT and RT diminishes as
the accuracy increases, which might be ascribed to the priority
search strategy integrated in HCT. To be noted that, HCT costs
extra time to compare query features with internal nodes. So,
to correctly reflect the efficiency of HCT, the involved internal
nodes are counted into the retrieved candidates.
For the evaluation of EWH, we use 6 hash tables with
the key lengths ranging from 19 to 11, and set the multiprobe level(denoted as e in [32]) to be 2. The optimal
score threshold(denoted as s0 in [32]) for each key length
is computed as described in [32]. The results are shown
in Fig. 8. Compared to MLSH, EWH does dramatically reduce
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Fig. 8.

Fig. 9.
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Results of EWH. 6 hash tables are used.

Results of the exact priority search (RT_P) and the approximate priority search (RT_AP). 6 trees are used.

Fig. 10.

Results of the proposed and state-of-the-art indexing approaches applied to ORB.

the retrieved candidates, which is extremely prominent when
the key length is small. For example, with the key length
of 11, the retrieved candidates is reduced by about 3 orders of
magnitude. However, since generating the refined candidates
itself is time consuming, the effect of reducing the time cost
is less prominent than the effect of reducing the retrieved
candidates, as is shown in the third column of Fig. 8. Besides,
the efficiency of EWH is not comparable to RT_AP. Under
the tested parameters, the minimal time cost per query is about
11 ms, while under the same retrieval accuracies the maximum
time cost of RT_AP is less than 0.4 ms.
We also evaluate the performance of MIH [33] on this
dataset. The key length is set to be 22 which is optimal
given the size of the dataset, and the number of hash tables
is 23. MIH cost 44ms for a query feature to find its exact
nearest neighbor in Hamming space, about 10 times faster than
linear search. However, the time cost would be prohibitively
expensive for the localization problem, since thousands of
queries are typically needed for localizing an image.
As is stated in Section IV-B, Algorithm 1 retrieves leaf
nodes with the approximately largest success probabilities.
We compare here the approximate priority search (RT_AP)
described in Algorithm 1 with the exact priority search (RT_P),
which computes the success probabilities of all the leaf nodes
and then selects the leaf nodes with the largest success
probabilities. The results are shown in Fig. 9, from which we

can see that RT_AP does be a good approximation to RT_P:
its retrieval accuracy is only slightly lower than that of RT_P,
and since RT_AP takes much less time for each query, it is
much more efficient. In light of this, we adopt the approximate
priority search strategy for fast localization.
While the above experiments are performed on BRISK
descriptors, we also evaluate the indexing approaches on
another kind of binary descriptors, i.e. ORB [11]. In this
evaluation, we use 6 trees or hash tables and let other settings
be identical to the above experiments. The results of LSH,
MLSH, HCT and the proposed approach are shown on Fig. 10.
It is observed that the results demonstrated on ORB descriptors
are similar to the results demonstrated on BRISK descriptors,
and again RT_AP shows remarkable superiority. The results of
EWH and MIH are no longer illustrated, since the time cost
of the two approaches are simply not comparable to other
approaches. Another observation from Fig. 10 is that all the
indexing approaches perform better on BRISK descriptors than
on ORB descriptors.
B. Localization
We have shown the superiority of the proposed
indexing approach to the existing ones on the task of
feature retrieval. Now we investigate its performance on
binary feature based localization. Apart from the direct
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Fig. 11. Localization results of the binary feature based system implemented with the direct 2D-to-3D matching framework. Left: results on Aachen.
Middle: results on Dubrovnik. Right: results on Rome.
TABLE IV
L OCALIZATION R ESULTS OF T WO S TATE - OF - THE -A RT S YSTEMS AND THE B INARY F EATURE BASED S YSTEM I MPLEMENTED
W ITH RT_AP AND THE D IRECT 2D- TO -3D M ATCHING F RAMEWORK

2D-to-3D matching framework introduced in Section III, the
localization system is also implemented with another more
powerful yet more complicated framework, i.e. the active
search [22].
1) With the Direct 2D-to-3D Matching Framework: In this
experiment, the implementation of the localization system is
the same as that in Section III, except that here six indexing approaches, i.e. RT_AP, RT, RT_b, LSH, MLSH_1 and
HCT_32, are used for ANN search and their performances
are compared. The parameter settings are as below. RT_AP,
RT and RT_b all use 6 trees and the number of searched leaf
nodes in each tree ranges 1 to 2(20−16). LSH uses 6 hash tables
and the key length ranges from 22 to 18. MSLH_1 uses 6 hash
tables with the key length ranges from 28 to 24. HCT_32 uses
6 trees and the number of searched candidates are set to be the
average number of searched candidates in RT_AP; EWH and
MIH are skipped in this localization experiment since both of
them are too time consuming. MLSH_2 and HCT_16 have
similar performances to MLSH_1 and HCT_32 respectively,
so they are also skipped.
The numbers of registered images and the timings of registration, excluding key point detection, are shown in Fig. 11.
As can be seen, the performances of the indexing approaches
on localization are mostly consistent with their performances
on feature retrieval. RT_AP still performs the best. It is able to
register more images than other approaches by using the same
time or cost less time to register the same number of images.
That is to say the localization system with the new indexing
approach RT_AP outperforms the straightforward adaptions of
DM [7] which rely on the existing indexing approaches: LSH,
MLSH and HCT. Fig. 11 also demonstrates that RT performs

better than LSH and RT_b, which again substantiates the
effectiveness of using the label information in databases to
train the randomized trees.
The above experiment demonstrates localization with
RT_AP is superior to the straightforward adaptions of DM [7].
Here, we compare the localization system with RT_AP to the
original system of DM and P2F [6]. In RT_AP, 6 trees with the
depth of 20 are used and the number of searched leaf nodes in
each tree is 2. For DM and P2F, the results in Section III are
directly used. Table IV shows the comparative results. We can
see that the system with RT_AP registers similar number
of images to DM and more images than P2F. Combining
the results in Table II, we can also see that due to the
high efficiency of RT_AP, the time of correspondence search
dramatically decreases compared to that in the straightforward
system, and now is less than the correspondence search time
in DM. The much faster descriptor extraction and slightly
faster correspondence search make the speed of localization
with RT_AP, excluding key point detection, faster than DM
by about 10 times.
So far, in all the experiments, the randomized trees are
specially trained for each dataset. We now evaluate the performances of the generally trained trees(denoted by RT_AP(G)),
which are actually obtained by exchanging the specially
trained trees. Explicitly the trees trained on Rome are used
for the localization on Dubrovnik and Aachen, and the trees
trained on Dubrovnik are used for the localization on Rome.
The results are listed in Table II as well. It is shown that
the performance of RT_AP(G) is slightly inferior to that
of RT_AP, which indicates that the trained trees have good
generalization ability.
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Fig. 12. The location error distributions of DM [7], P2F [6] and the proposed
method.

a) Localization accuracy: Besides the registration time
the number of registered images, we also evaluate the localization accuracy of the system with RT_AP on the geo-registered
dataset Dubrovnik. In the evaluation, we use 6 specially
trained trees with depth of 20, and check top 2 leaves in the
priority search. Registration of each query image is repeated
for 10 runs, and a query image is deemed as successfully
registered only if it is registered in all 10 repetitions. The
localization error of each registered image is averaged over
10 repetitions.
There are 781 registered images out of 800 query images
and Fig. 12 shows the error distributions of the camera
locations. The accuracy of the proposed method is similar
to that of DM and higher than that of P2F. The mean
error of recovered camera positions is 18.89 m, the median
error is 1.28 m, and the quartiles are 0.42 m and 4.67 m
respectively. Out of the 781 registered images, 12 registered
images have errors larger than 250 m which amount to 8571 m
in total and result in relatively large mean error. While it is
possible, as demonstrated in [7], to work off these large errors
by using more sophisticated and computationally expensive
PnP algorithms e.g. p4pfr [45], we still include these failure
cases to give a faithful account of the proposed method. For
completeness, we also evaluate the camera rotation errors
which are not covered in [6] and [7]. The error between the
ground truth rotation R1 and the estimated rotation R2 is
defined as the angle of the rotation R1 R2T [25]. The mean
error of the camera rotations is 9.0 degrees, the median is
3.8 degrees, and the quartiles are 2.1 degrees and 6.6 degrees.
b) Memory consumption: Each database feature takes
64 bytes to store the Brisk descriptor and 4 bytes to store
the integer index in the leaf nodes of each randomized tree.
When there are 6 trees, each feature consumes 88 bytes which
is 40 bytes shorter than the storage requirement of a single
SIFT descriptor, i.e. 128 bytes.
2) With the Active Search Framework: Sattler et al. [22]
propose an active search framework that is more powerful
than direct 2D-to-3D matching. It combines 3D-to-2D and
2D-to-3D matching to actively search additional correspondences missed by the sole 2D-to-3D matching, and hence
improves registration rate. As demonstrated in [7], fast search
approaches with active search are able to reach similar registration rate to accurate but slow methods without active
search, which indicates that localization with the framework is
efficient as well. The binary feature based localization system
can also be implemented with this framework to expect an
improved performance. In the following, we introduce such a
system and evaluate its performance.
The system is mainly composed of two parts, 2D-to-3D
and 3D-to-2D matching. For 2D-to-3D matching,
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the implementation is the same as the system in Section V-B1.
Again, the six indexing approaches (RT_AP, RT, RT_b, LSH,
MLSH_1 and HCT_32) are used and compared. 6 trees
or hash tables are used and other parameter settings are
unchanged either. For 3D-to-2D matching, LSH with 6 hash
tables with key length of 10 is used for ANN search. Since
3D-to-2D matching is in small scale, i.e. matching a certain
point to thousands of features, we speculate that different
indexing approaches would have similar effects and thus use
only one simplest approach LSH in the experiment. As for
the prioritization strategy in the framework, the recommended
combined strategy is employed, which means cheaper search
tasks, no matter they are 2D-to-3D or 3D-to-2D matching,
are processed earlier.
Fig. 13(a) shows the localization results of the above system,
and again,the timing of key point detection is not included.
By combing the results in Fig. 11, one can see that the
localization system with active search clearly outperforms the
system with direct 2D-to-3D matching. The performances of
all the indexing approaches get improved and the inferior
indexing approaches seem to benefit more. Consequently, the
superiority of the proposed approach RT_AP is minor. This
finding is reasonable, since in the direct 2D-to-3D matching
system, when RT_AP with 6 trees are used, the registration
rates are already close to the limits. When we use only
2 trees or hash tables in 2D-to-3D matching, the superiority
of RT_AP becomes noticeable, especially for the most challenging dataset Aachen, as is shown in Fig. 13(b). Besides, for
RT_AP, reducing the number of trees to 2 hardly degrades the
performance while bringing about some memory savings. We
conclude that although the active search framework is tolerant
with indexing approaches, a superior indexing approach may
still be preferred in certain situations.
We further compare the binary feature based system with
the active search framework to the original active search system [22]. For the binary feature based system(RT_AP+AS),
RT_AP with 2 trees are used in 2D-to-3D matching and
the number of searched leaf nodes in each tree is 8. Other
settings are identical to the above experiments. For the original
system (AS), the open source program is implemented with
default parameters. Table V lists the results. It can be seen
that the two systems register similar number of images, and
that due to the faster descriptor extraction and the comparable
timings of correspondence search, the speed of the localization, excluding key point detection, of the binary feature based
system is higher than the original system by 6 to 7 times.
C. Localization Using Efficient Key Points
and Binary Features
The above experiments have shown that using binary
features and the proposed indexing approach significantly
improves the speed of localization (excluding key point detection) compared to that of the methods using SIFT features.
However, as shown in Table IV and V, if DoG key points
are still used, the overall localization speed can only be
improved by up to 2 times. Fortunately, there are also efficient alternatives to DoG points, e.g. scale invariant AGAST
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Fig. 13. Localization results of the binary feature based system implemented with the active search framework. (a) Results obtained by using 6 trees or hash
tables in 2D-to-3D matching. (b) Results obtained by using 2 trees or hash tables. Left: results on Aachen. Middle: results on Dubrovnik. Right: results on
Rome.
TABLE V
L OCALIZATION R ESULTS OF THE O RIGINAL A CTIVE S EARCH S YSTEM AND THE B INARY F EATURE BASED S YSTEM
I MPLEMENTED W ITH RT_AP AND THE A CTIVE S EARCH F RAMEWORK

Fig. 14.

Point cloud of the new scene. (a) The point cloud triangulated from DoG key points. (b) The point cloud triangulated from FALoG key points.

points [12] and FALoG points [14] both of which are an
order of magnitude faster to detect. In this section, we employ
FALoG points in localization and show that its direct usage
significantly improves the overall localization speed while not
sacrificing the registration rate.

We construct a new dataset to evaluate the localization
performance. 384 images with resolutions of 2592 × 1728
are taken along a street. From the 384 images, two sets
of 3D points are reconstructed by Bundler [4]. In one set,
608,718 3D points are triangulated from DoG points while in
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TABLE VI
L OCALIZATION R ESULT IN THE T WO T EST V IDEOS

Fig. 15. Successfully registered frames. The point cloud is aligned according
to the estimated camera pose.

the other set, 523,319 3D points are triangulated from FALoG
points. Shot views of the two sets are shown in Fig. 14(a) and
Fig. 14(b). To enlarge the database size, we mix 3D points
in both sets with those in Dubrovnik [6], and obtain two
databases with 2,495,602 and 2,410,203 points respectively.
Query images are the frames in two videos,i.e. V1 and V2,
which are taken by a mobile phone and with the resolution of
960 × 540. V1 has 934 frames in total and V2 has 910 frames.
Our binary feature based localization methods, i.e. RT_AP
and RT_AP+AS, are again compared to SIFT feature based
methods DM [7] and AS [22]. The binary feature based
methods use the database with 3D points triangulated from
FALoG points and detect FALoG points in the query images,
while the SIFT feature based methods use the other database
and detect DoG points in the query images. 6 trees are used in
RT_AP and RT_AP+AS, the number of searched leaf nodes
in each tree is 2. DM and AS use the default parameters.
Table VI summarizes the comparative results. It can be seen
that the binary feature based methods can register similar or
more images than the SIFT feature based methods, and due
to the usage of an efficient key point detector, the overall
localization speeds of the binary feature based methods are
now significantly faster those of the SIFT feature based
methods, by 6 to 12 times.
Fig. 15 shows two sample frames that are successfully registered. The point cloud is aligned according to the estimated
camera pose.
VI. C ONCLUSION
In this paper, we use efficient key point detectors and
binary features in large scale localization to overcome the
bottleneck in most of the state-of-the-art methods, i.e. the
time consuming DoG point detection and SIFT descriptor
extraction. We propose an efficient binary feature indexing
approach which resorts to the structure of randomized trees

and a supervised training process. This approach offers much
higher matching efficiency than the existing binary feature
indexing schemes, so that binary feature matching is no
longer much slower but slightly faster than SIFT matching.
Consequently, the overall localization speed is significantly
improved due to the much faster key point detection and
feature extraction. Experiments on large datasets show that
an order of magnitude speedup is attained while comparable
registration rate and localization accuracy is maintained.
R EFERENCES
[1] W. Zhang and J. Kosecka, “Image based localization in urban environments,” in Proc. 3rd Int. Symp. 3D Data Process., Visualizat., Transmiss.,
2006, pp. 33–40.
[2] A. Irschara, C. Zach, J.-M. Frahm, and H. Bischof, “From structurefrom-motion point clouds to fast location recognition,” in Proc. IEEE
Conf. Comput. Vis. Pattern Recognit., Jun. 2009, pp. 2599–2606.
[3] Z. Dong, G. Zhang, J. Jia, and H. Bao, “Keyframe-based real-time camera tracking,” in Proc. IEEE 12th Int. Conf. Comput. Vis., Sep./Oct. 2009,
pp. 1538–1545.
[4] N. Snavely, S. M. Seitz, and R. Szeliski, “Modeling the world from
Internet photo collections,” Int. J. Comput. Vis., vol. 80, no. 2,
pp. 189–210, Nov. 2008.
[5] S. Agarwal, N. Snavely, I. Simon, S. M. Seitz, and R. Szeliski, “Building
Rome in a day,” in Proc. 12th IEEE Int. Conf. Comput. Vis., Sep. 2009,
pp. 72–79.
[6] Y. Li, N. Snavely, and D. P. Huttenlocher, “Location recognition using
prioritized feature matching,” in Proc. 11th Eur. Conf. Comput. Vis.,
2010, pp. 791–804.
[7] T. Sattler, B. Leibe, and L. Kobbelt, “Fast image-based localization
using direct 2D-to-3D matching,” in Proc. IEEE Int. Conf. Comput. Vis.,
Nov. 2011, pp. 667–674.
[8] T. Sattler, T. Weyand, B. Leibe, and L. Kobbelt, “Image retrieval for
image-based localization revisited,” in Proc. Brit. Mach. Vis. Conf.,
2012, pp. 76.1–76.12.
[9] D. G. Lowe, “Distinctive image features from scale-invariant keypoints,”
Int. J. Comput. Vis., vol. 60, no. 2, pp. 91–110, Nov. 2004.
[10] M. Calonder, V. Lepetit, C. Strecha, and P. Fua, “BRIEF: Binary robust
independent elementary features,” in Proc. 11th Eur. Conf. Comput. Vis.,
2010, pp. 778–792.
[11] E. Rublee, V. Rabaud, K. Konolige, and G. Bradski, “ORB: An efficient
alternative to SIFT or SURF,” in Proc. IEEE Int. Conf. Comput. Vis.,
Nov. 2011, pp. 2564–2571.
[12] S. Leutenegger, M. Chli, and R. Y. Siegwart, “BRISK: Binary robust
invariant scalable keypoints,” in Proc. IEEE Int. Conf. Comput. Vis.,
Nov. 2011, pp. 2548–2555.
[13] A. Alahi, R. Ortiz, and P. Vandergheynst, “FREAK: Fast retina keypoint,” in Proc. IEEE Conf. Comput. Vis. Pattern Recognit., Jun. 2012,
pp. 510–517.
[14] Z. Wang, B. Fan, and F. Wu, “FRIF: Fast robust invariant feature,” in
Proc. Brit. Mach. Vis. Conf., 2013, pp. 16.1–16.12.
[15] E. Mair, G. D. Hager, D. Burschka, M. Suppa, and G. Hirzinger,
“Adaptive and generic corner detection based on the accelerated segment
test,” in Proc. 11th Eur. Conf. Comput. Vis., 2010, pp. 183–196.
[16] M. Muja and D. G. Lowe, “Fast matching of binary features,” in Proc.
9th Conf. Comput. Robot Vis., 2012, pp. 404–410.

358

[17] A. Gionis, P. Indyk, and R. Motwani, “Similarity search in high
dimensions via hashing,” in Proc. 25th Int. Conf. Very Large Data Bases,
1999, pp. 518–529.
[18] G. Schindler, M. Brown, and R. Szeliski, “City-scale location recognition,” in Proc. IEEE Conf. Comput. Vis. Pattern Recognit., Jun. 2007,
pp. 1–7.
[19] A. R. Zamir and M. Shah, “Accurate image localization based on
Google maps street view,” in Proc. 11th Eur. Conf. Comput. Vis., 2010,
pp. 255–268.
[20] J. Hays and A. A. Efros, “IM2GPS: Estimating geographic information
from a single image,” in Proc. IEEE Conf. Comput. Vis. Pattern
Recognit., Jun. 2008, pp. 1–8.
[21] J. Philbin, O. Chum, M. Isard, J. Sivic, and A. Zisserman, “Object
retrieval with large vocabularies and fast spatial matching,” in Proc.
IEEE Conf. Comput. Vis. Pattern Recognit., Jun. 2007, pp. 1–8.
[22] T. Sattler, B. Leibe, and L. Kobbelt, “Improving image-based localization by active correspondence search,” in Proc. 12th Eur. Conf. Comput.
Vis., 2012, pp. 752–765.
[23] Y. Li, N. Snavely, D. Huttenlocher, and P. Fua, “Worldwide pose
estimation using 3D point clouds,” in Proc. 12th Eur. Conf. Comput.
Vis., 2012, pp. 15–29.
[24] M. Donoser and D. Schmalstieg, “Discriminative feature-to-point matching in image-based localization,” in Proc. IEEE Conf. Comput. Vis.
Pattern Recognit., Jun. 2014, pp. 516–523.
[25] H. Lim, S. N. Sinha, M. F. Cohen, and M. Uyttendaele, “Real-time
image-based 6-DOF localization in large-scale environments,” in Proc.
IEEE Conf. Comput. Vis. Pattern Recognit., Jun. 2012, pp. 1043–1050.
[26] D. Galvez-López and J. D. Tardos, “Bags of binary words for fast place
recognition in image sequences,” IEEE Trans. Robot., vol. 28, no. 5,
pp. 1188–1197, Oct. 2012.
[27] S. Arya, D. M. Mount, N. S. Netanyahu, R. Silverman, and A. Y. Wu,
“An optimal algorithm for approximate nearest neighbor searching fixed
dimensions,” J. ACM, vol. 45, no. 6, pp. 891–923, Nov. 1998.
[28] C. Silpa-Anan and R. Hartley, “Optimised KD-trees for fast image
descriptor matching,” in Proc. IEEE Conf. Comput. Vis. Pattern Recognit., Jun. 2008, pp. 1–8.
[29] J. S. Beis and D. G. Lowe, “Shape indexing using approximate nearestneighbour search in high-dimensional spaces,” in Proc. IEEE Conf.
Comput. Vis. Pattern Recognit., Jun. 1997, pp. 1000–1006.
[30] S. Arya and D. M. Mount, “Algorithms for fast vector quantization,” in
Proc. Data Compress. Conf., 1993, pp. 381–390.
[31] Q. Lv, W. Josephson, Z. Wang, M. Charikar, and K. Li, “Multi-probe
LSH: Efficient indexing for high-dimensional similarity search,” in Proc.
33rd Int. Conf. Very Large Data Bases, 2007, pp. 950–961.
[32] M. M. Esmaeili, R. K. Ward, and M. Fatourechi, “A fast approximate
nearest neighbor search algorithm in the hamming space,” IEEE Trans.
Pattern Anal. Mach. Intell., vol. 34, no. 12, pp. 2481–2488, Dec. 2012.
[33] M. Norouzi, A. Punjani, and D. J. Fleet, “Fast search in Hamming space
with multi-index hashing,” in Proc. IEEE Conf. Comput. Vis. Pattern
Recognit., Jun. 2012, pp. 3108–3115.
[34] V. Lepetit and P. Fua, “Keypoint recognition using randomized trees,”
IEEE Trans. Pattern Anal. Mach. Intell., vol. 28, no. 9, pp. 1465–1479,
Sep. 2006.
[35] M. Ozuysal, M. Calonder, V. Lepetit, and P. Fua, “Fast keypoint
recognition using random ferns,” IEEE Trans. Pattern Anal. Mach.
Intell., vol. 32, no. 3, pp. 448–461, Mar. 2010.
[36] B. Williams, G. Klein, and I. Reid, “Automatic relocalization and loop
closing for real-time monocular SLAM,” IEEE Trans. Pattern Anal.
Mach. Intell., vol. 33, no. 9, pp. 1699–1712, Sep. 2011.
[37] E. Konukoglu, B. Glocker, D. Zikic, and A. Criminisi, “Neighbourhood
approximation using randomized forests,” Med. Image Anal., vol. 17,
no. 7, pp. 790–804, Oct. 2013.
[38] H. Fu, Q. Zhang, and G. Qiu, “Random forest for image annotation,”
in Proc. 12th Eur. Conf. Comput. Vis., 2012, pp. 86–99.

IEEE TRANSACTIONS ON IMAGE PROCESSING, VOL. 25, NO. 1, JANUARY 2016

[39] R. Hartley and A. Zisserman, Multiple View Geometry in Computer
Vision, 2nd ed. Cambridge, U.K.: Cambridge Univ. Press, 2004.
[40] M. A. Fischler and R. C. Bolles, “Random sample consensus:
A paradigm for model fitting with applications to image analysis
and auto cartography,” Commun. ACM, vol. 24, no. 6, pp. 381–395,
Jun. 1981.
[41] A. Vedaldi and B. Fulkerson. (2008). VLFeat: An Open and
Portable Library of Computer Vision Algorithms. [Online]. Available:
http://www.vlfeat.org/
[42] M. Muja and D. G. Lowe. Fast Library for Approximate Nearest Neighbors. [Online]. Available: http://www.cs.ubc.ca/research/flann/, accessed
Nov. 17, 2015.
[43] M. Muja and D. G. Lowe, “Fast approximate nearest neighbors with
automatic algorithm configuration,” in Proc. Int. Conf. Comput. Vis.
Theory Appl., 2009, pp. 331–340.
[44] A. Joly and O. Buisson, “A posteriori multi-probe locality sensitive
hashing,” in Proc. 16th ACM Int. Conf. Multimedia, 2008, pp. 209–218.
[45] K. Josephson and M. Byrod, “Pose estimation with radial distortion
and unknown focal length,” in Proc. IEEE Conf. Comput. Vis. Pattern
Recognit., Jun. 2009, pp. 2419–2426.

Youji Feng received the B.S. degree from Beijing
Normal University, in 2008, and the Ph.D. degree
from the Institute of Automation, Chinese Academy
of Sciences, in 2015. He is currently an Assistant
Professor with the Chongqing Institute of Green and
Intelligent Technology, Chinese Academy of Sciences. His research interests include large-scale 3D
reconstruction and place recognition, simultaneous
localization and mapping, and face detection and
recognition.

Lixin Fan received the M.Sc. and Ph.D. degrees
in computer science from the National University of
Singapore, in 1998 and 2002, respectively. He is currently a Principal Scientist with Nokia Technologies.
His research areas of interest include 3D image and
video processing, computer vision, machine learning, big data analysis, intelligent human-computer
interface, augmented and virtual reality, mobile ubiquitous, and pervasive computing.

Yihong Wu received the Ph.D. degree from the
Institute of Systems Science, Chinese Academy of
Sciences, in 2001. She is currently a Professor with
the Institute of Automation, Chinese Academy of
Sciences. Her research interests include geometric
invariant application, vision geometry, and robot
vision.

